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Abstract

The Internet boom in recent years has in-
creased the interest in the field of plagiarism
detection. A lot of documents are published on 
the Net everyday and anyone can access and 
plagiarize them. Of course, checking all cases 
of plagiarism manually is an unfeasible task. 
Therefore, it is necessary to create new sys-
tems that are able to automatically detect cases 
of plagiarism produced. In this paper, we in-
troduce a new hybrid system for plagiarism
detection which combines the advantages of 
the two main plagiarism detection techniques.
This system consists of two analysis phases: 
the first phase uses an intrinsic detection tech-
nique which dismisses much of the text, and 
the second phase employs an external detec-
tion technique to identify the plagiarized text 
sections. With this combination we achieve a 
detection system which obtains accurate re-
sults and is also faster thanks to the pre-
filtering of the text.

1 Introduction

Plagiarism detection is a topic that has always 
received some interest. Authors have worried 
about other people stealing their intellectual 
property, in other words, having their work pla-
giarized. With the recent increase in the impor-
tance of the Internet plagiarism has become a 
real problem. Anyone anywhere in the world can 
access any document, plagiarize and publish it 
as their own. Each author cannot spend all his or 
her time watching that nobody copies his or her
work, so it is very important to create systems 
that can automatically detect cases of plagiarism.

The research in this field is mainly divided in-
to two branches: external plagiarism detection 
and intrinsic plagiarism detection. Each one has 
its own advantages and disadvantages. In this 
paper we introduce a new plagiarism detection 

system that combines these two detection tech-
niques, joining their main advantages and avoid-
ing their disadvantages. This system has a first 
phase that uses an intrinsic detection technique to
identify text sections that are most likely to be 
plagiarism. This phase helps us to filter the text 
and discard much of it, thus the next phase must 
analyze less text. The second phase is based on 
an external detection technique, which employs 
text comparisons to identify plagiarized sections.
This technique, although slow, is very precise for 
plagiarism detection. Moreover, the problem of 
slowness is mainly solved thanks to the filtering 
of text done in the previous phase.

The benefits of this combination of detection 
techniques are the merge of the speed of intrinsic 
detection and the precision of external detection.
We also avoid their disadvantages. In intrinsic 
detection we improve precision with the second 
analysis phase. About external detection, which 
is a very slow technique, we increase speed 
thanks to the filtering of text in the first phase.

The remainder of this paper is organized as 
follows. In Section 2 we detail how the first 
phase of intrinsic plagiarism detection is imple-
mented. The future implementation of the second 
phase of external detection is described in Sec-
tion 3. In Section 4 we show the preliminary re-
sults obtained with the system developed so far.
In Section 5 conclusions are presented. Finally, 
future work, especially external detection phase, 
is included in Section 6.

2 Intrinsic Detection

Intrinsic plagiarism detection technique does not 
require a reference collection with original doc-
uments. This technique only analyzes the suspi-
cious document trying to find changes in the au-
thor's writing style. For that purpose, we use sty-
lometry, which is the application of the study of 
linguistic style. Stylometry is based on the idea 
that each author has an individual writing style 
depending on unconscious habits. There are 
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many stylometric features, for instance, count ing 
the number of punctuation marks, sentence 
length, or number of stopwords.

Our system employs the Averaged Word Fre-
quency Class (Meyer zu Eissen et al, 2007) as 
writing style measure. A document’s averaged 
word frequency class quantifies the style com-
plexity and the size of the author's vocabulary.
This measure has the advantage that is indepen-
dent of the length and structure of text. This is 
suitable for our system because we take sen-
tences as text units and these are of variable 
length and structure. Another salient property is 
it works with word frequencies, so this measure 
can be used with documents written in different 
languages.

In order to make the intrinsic analysis of the 
suspicious document we must first calculate the 
document's averaged word frequency class. To 
this end, we divide the document into sentences 
and calculate the averaged word frequency class 
each of them. The measure of a sentence is the 
average of the word frequency class of every 
word of the sentence. Then, there only remains to 
calculate the average of measures of all sen-
tences.

The next step is to identify the plagiarized sec-
tions of the text. We calculate the averaged word 
frequency class of all the sentences of the docu-
ment following the process described above.
These measures are compared with the docu-
ment's averaged word frequency class. Those 
sentences which have a significantly different
value from the document's averaged value are 
considered as plagiarism.

The difference between the value of the sen-
tences and the value of the whole document is 
determined by a percentage set by the user. We 
have defined this difference as the Percentage 
Deviation (PD), which determines the results 
obtained by the intrinsic analysis. If PD is low, 
much plagiarism is detected because the differ-
ence between the values is low. Many false posi-
tives are also detected and little text is discarded.
However, if PD is high we detect less plagiarism
but the amount of discarded text is higher.

The benefits from this analysis phase are 
mainly two. First, we achieve to identify the text 
sections most likely to be plagiarized. Those sec-
tions are confirmed in the next analysis phase. 
Second and more important, we discard much of 
the text. Only plagiarized sentences are stored, so 
the next phase must process less text. This is im-
portant because external detection is a very slow 
technique.

3 External Detection

The second analysis phase of our system uses an
external plagiarism detection technique. This 
technique is based in a reference corpus of 
source documents. The suspicious document is 
compared with all the source documents to find 
identical or similar text sections. If the compari-
son is successful we can confirm a plagiarism in 
the suspicious document and the source docu-
ment which has been copied from. In our system 
only the probably plagiarized sentences identi-
fied in the previous phase are compared with the 
reference corpus. This speeds up the process 
considerably.

Currently, we are working on this phase and 
only an initial part is completed about the verba-
tim plagiarism. This type of plagiarism is known 
as a copy word for word without any change on 
the text. To identify verbatim plagiarism we 
compare the plagiarized sentences obtained in 
the previous intrinsic phase with every sentence 
of every document of the reference corpus. The 
comparison is made word for word. If the num-
ber of equal words is greater than 90 % the sus-
picious sentence is considered plagiarism and the 
reference sentence is its source. This method has 
a high accuracy as long as the plagiarized sen-
tence has not been modified from its source.

But the verbatim plagiarism is the less com-
mon case. As expected, the plagiarist does not 
want his or her copy to be detected, for which he 
uses obfuscation methods in the text. These ob-
fuscation methods try to hide the copies chang-
ing the plagiarized text. There are different ob-
fuscation techniques such as: (i) removing, in-
serting, or replacing the words of the sentence, (ii)
changing the words by their synonyms, anto-
nyms, hyponyms, or hypernyms, and (iii) chang-
ing the structure of the sentence. In short, any 
technique that prevents a direct comparison be-
tween the plagiarized sentence and the source 
sentence is an obfuscation technique.

Our next step is to continue working to detect 
this type of more complex plagiarisms. Among 
the papers that can inspire us, we emphasize two 
which are appropriate for us. Firstly, the applica-
tion PPChecker (Nam Oh Kang et al, 2006) is 
interesting because it also works on sentence 
level and is based on plagiarism pattern checking. 
This application is able to find subtle changes in 
the words and structure of the sentences. Second-
ly, an algorithm which works with sentences too 
(White and Joy, 2004). It measures the similarity 
between sentences based on the number of words 
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in common and the length of the sentences. If a 
certain threshold is exceeded, the sentences are 
considered equal, in other words, one sentence is 
the plagiarism of the other. This algorithm is able 
to detect sophisticated obfuscation like paraph-
rasing, reordering, or merging sentences. 

Another possibility considered is not utilizing 
a reference corpus. The comparisons between the 
suspicious document and source documents can 
be made through the Internet. This is the method 
used by the application SNITCH (Niezgoda and 
Way, 2006). Thus, the text sections of the suspi-

cious document are searched on the Internet. If
one section is found, the section is plagiarism 
because someone had to copy it. This is an inter-
esting technique because we do not have to build 
the reference corpus, which is a complex and 
long task in many cases.

Whatever the used method, the objective of 
this analysis phase is to confirm the plagiarism 
detected in the previous phase thanks to the pre-
cision of the external detection techniques. In 
addition, the false positives detected in the intrin-
sic phase are easily discarded in this phase.

Figure 1: Detected plagiarisms depending on PD parameter value.

Figure 2: Amount of discarded text depending on PD parameter value.
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Figure 3: Detected plagiarisms according to PD parameter and corpus complexity.

Figure 4: Discarded text according to PD parameter and corpus complexity.

4 Experiments

This section presents the preliminary tests per-
formed with the developed system so far. The 
tests have been carried out with the PAN-PC-10 
corpus (Potthast et al, 2010), which was created 
for the 4th International Workshop on Uncover-
ing Plagiarism, Authorship, and Social Software 
Misuse. This is a detailed corpus which contains 
64,558 artificial and 4,000 simulated plagiarism 

cases spread over nearly 6,000 suspicious docu-
ments. It also contains over 11,000 source docu-
ments to make comparisons. All the documents 
have an extension between 10 and 1,000 pages. 
The included plagiarisms are very varied and can 
be verbatim or obfuscated copies. Several obfus-
cation strategies have been used: (i) manual ob-
fuscation realized by a human, (ii) random text 
operations, (iii) semantic word variations, and 
(iv) word shuffling. Therefore, this is a good 
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corpus to do different tests to achieve exhaustive 
results.

For the intrinsic detection phase the system 
tries to find the plagiarism cases in the suspicious 
documents collection of the corpus without uti-
lizing a reference collection. The Percentage 
Deviation (PD) parameter seen in Section 2 has 
been established to a 5% value.

Intrinsic Phase Results

Sentences plagiarized 4,182,604

Sentences detected 2,999,834 (71%)

Total text (characters) 3,495,686,760

Discarded text (characters) 1,208,801,781 (34%)

Table 1: Results of the Intrinsic Detection Phase

As shown in Table 1, the intrinsic phase of the 
system is able to detect the 71% of the plagiar-
isms included in the suspicious collection and 
discards the 34% of all text (more than a third of 
the text). Therefore, the next phase of external 
detection only has to compare the 66% of text of 
all suspicious collection. The time taken to 
process more than 3GB of the suspicious collec-
tion has been 47 minutes, which shows the speed 
of this intrinsic technique.

As said in Section 2, varying the value of PD 
parameter we can change the results of the intrin-
sic detection phase. If PD is decreased, the dif-
ference between plagiarized sentence’s value and 
document's averaged value is lower. This makes 
the plagiarism detection task more restrictive.
Detection percentages regarding the PD values 
are shown in Figure 1. On the other hand, the PD 
parameter affects the amount of discarded text. 
Unlike before, more text is discarded when PD 
value is high. Values of discarded text are 
represented in Figure 2.

Therefore, the PD value must be low when the 
primary objective is to detect plagiarism as much 
as possible. If our priority is to discard much of 
the text we must assign a high PD value. It 
would be interesting for large corpuses when the 
second analysis phase should analyze the least 
amount of text. It is necessary to find an inter-
mediate value for PD parameter that provides a 
balance between the number of detected plagiar-
isms and the amount of discarded text. Through 
various tests we have determined that the opti-
mum value for PD is 5%.

Moreover, we have also tested how the PD pa-
rameter affects the results depending on the cor-
pus complexity. To achieve this test we have di-
vided the PAN corpus according to the level of 
plagiarism complexity included in each docu-
ment. For this, we have used the own division 
made by its authors. The documents of the cor-
pus are classified in three types depending on the 
obfuscation level: high, low or none. The tests
done with these three groups are represented in 
Figures 3 and 4. It can be seen that percentage of 
detected plagiarisms is similar for each sub-
corpus. Only the group without obfuscation ob-
tains slightly higher results. The discarded text is 
also constant for each group. With this it is 
shown that PD parameter influences the results 
but the parameter itself is not influenced by the 
corpus complexity. Thus, this is positive because 
we do not have to worry about the configuration 
of PD parameter in function of complexity of the 
corpus we work on.

Regarding the external detection phase, we 
have only tested the completed part so far. Tests 
have been carried out with verbatim plagiarism
and results show that virtually 100% of plagiar-
ism is detected. This is logical because this type 
of plagiarism is easily identified by direct com-
parisons of text. Now we are working with more 
complex types of plagiarism and all different 
obfuscation strategies.

5 Conclusions

The system which is being implemented shows 
promising results in the plagiarism detections 
field. The intrinsic detection phase has given 
good results in the detection of plagiarisms as 
well getting to discard a considerable part of the 
text. This benefits the next external phase and 
ultimately decreases the system runtime. The 
intrinsic phase has also been flexible and adjust-
able depending on our needs: more plagiarism 
detection or more discarded text. The number of 
detected plagiarisms and the amount of discarded 
text can change through Percentage Deviation 
parameter setting. The tests have proved that the 
system is able to detect nearly 90% of the pla-
giarism cases and discard more than half of the 
text. Because one thing is against the other find-
ing a balance between both terms is recommend-
ed.

Moreover, we have tested that the results for a 
certain PD value are constant regardless of the 
corpus complexity. We only have to set PD pa-
rameter to obtain good results but we do not have 
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to previously check the obfuscation level of the 
corpus. This simplifies the intrinsic detection 
task and makes the system independent of the 
used corpus.

The external detection phase will make the 
system more precise in the task of plagiarism 
detection thanks to the high precision of the ex-
ternal detection techniques. The work being done 
at this phase will allow the system to detect all 
types of obfuscation strategies and therefore 
more plagiarism cases will be identified.

In conclusion, our system is able to offer good 
results in the plagiarism detection. Moreover, the 
detection is done at high speed, which is very 
interesting due to the large number of documents 
to analyze nowadays.

6 Future Work

In the short term our future work is concentrated 
in completing the second phase of the system. 
The external detection phase must be able to con-
firm nearly 100% of the detected plagiarisms in 
the intrinsic phase and remove as many false po-
sitives as possible. In order to do this, the system 
must identify a large number of obfuscation 
techniques like changing the word order or the
sentence structure. The more techniques are 
identified, the more plagiarism is detected and 
more types of documents can be analyzed.

Once the system has been completed, we can 
improve the different phases of the system. The 
intrinsic phase can be perfected to detect more 
plagiarism without harming the amount of dis-
carded text. It would also be interesting to reduce 
the number of false positives obtained in this
phase.

The external detection phase can also be im-
proved to detect more types of plagiarism. For 
instance, we can add another algorithm to detect 
translated plagiarisms, in other words, plagiar-
isms where the source text has been written in 
one language and the plagiarized text has been 
translated into another language.
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